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Chapter 14

Earcons
David McGookin and Stephen Brewster

14.1 Introduction
In Chapter 13 Auditory Icons were introduced. These short, environmental sounds are
useful to represent iconic information about operations and actions in a user interface.
Auditory Icons require there to be an existing relationship between the sound and its meaning,
something that may not always exist. In such cases, it may be better to employ Earcons.
Blattner et al. [5] defined Earcons as: “non-verbal audio messages used in the user-computer
interface to provide information to the user about some computer object, operation, or
interaction”. Brewster [8] further refined this definition as: “abstract, synthetic tones that can
be used in structured combinations to create auditory messages”. More concretely, Earcons
can be thought of as short, structured musical messages, where different musical properties
of sound are associated with different parameters of the data being communicated. The key
difference between these and Auditory Icons is that there is no assumption of an existing
relationship between the sound and the information that it represents. This relationship
must, at least initially, be learned. Auditory Icons and Earcons are complementary in an
auditory display; both may be useful in the same situations, but with different advantages
and disadvantages (see Section 14.4 for more discussion on this).
Although Earcons have only been developed and employed in human computer interfaces
over the last twenty years, their core features are much older. In the 19th century American
soldiers used bugles to broadcast orders and information to troops in camps and on the
battlefield. Before the advent of radios, bugles were a primary means of widely distributing
orders. Different melodies represented different orders and information: the mail arriving,
mealtime or that the camp was under attack [61]. The use of an auditory display allowed
clear broadcast over a wide area and, due to the arbitrary nature of the sound and its meaning,
a certain security in communication.
Today Earcons are used in a variety of places. Onboard aircraft for example, it is often
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necessary for cabin crew to communicate with each other or to be alerted to events requiring
attention (e.g., a passenger requesting assistance). In such situations a sequence of tones
is played whose meaning has been learned by the crew. These Earcons allow discrete
communication without disturbing passengers. Mobile telephones represent another example
use of Earcons. Mobile manufacturers typically provide the ability to associate different
ringtones with different callers or groups of callers. These allow the recipient to be aware of
who is calling without the need to visually attend to the device. Since the callers cannot be
known by the manufacturer, each user must make their own mappings between the ringtones
and callers. This means that the overall relationship between the ringtones and the callers is
essentially arbitrary.

14.2 Initial Earcon Research
Earcons were initially proposed by Blattner, Sumikawa and Greenberg [5]. Their work built
upon existing research in auditory warnings for safety critical applications such as intensive
care units [50], as well as existing visual icon research by Marcus [38]. They proposed
that Earcons be composed of motives: “brief successions of pitches arranged to produce
a rhythmic and tonal pattern sufficiently distinct to function as an individual recognizable
entity”. Motives have long been used in music. The composer, Sergei Prokofiev, employed
leitmotifs in his composition “Peter and the Wolf” to indicate the different characters in the
story. Blattner et al. [5] proposed that using motives allowed messages to be constructed systematically. Systematic combination or manipulation of motives would change their meaning.
More radical changes increased the dissimilarity between the motives, allowing them to be
grouped into families (e.g., a set of motives representing computer errors could be classed
as a family). In their definition, rhythm and pitch were fixed parameters of the motive, and
motives with different rhythms and pitches represented different families. Blattner et al. [5]
proposed that the motives be manipulated using commonly understood musical principles,
such as changes in timbre, dynamics and register to form variants and related members of
the motive family. By learning the ways in which these Earcons were manipulated, the
use of systematic motive manipulation could ease learnability. Blattner, Sumikawa and
Greenberg [5] proposed four different ways in which motives could be manipulated to form
families of Earcons: One-element Earcons, Compound Earcons, Transformational Earcons
and Hierarchical Earcons. The following sections look at each of these in turn.

14.2.1 One-Element Earcons
One-element Earcons are the simplest type and can be used to communicate a single parameter of information. They may be only a single pitch or have rhythmic qualities. In either case,
the one-element Earcon, unlike the other three types, cannot be further decomposed [5]. In
many ways, one-element Earcons are like non-parameterized Auditory Icons, except they
use abstract sounds whose meaning must be learned as opposed to the intuitive meaning of
Auditory Icons. One-element Earcons are analogous to the SMS arrival sound on mobile
telephones. Whilst there may be different sounds to indicate messages from different types
of people, work, home etc., there is no structured relationship between the sounds. Each
relationship is unique and its meaning must be individually learned. For large datasets, or
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in cases where more than one parameter of the data must be communicated, the number of
sounds, and mappings of data to those sounds, could become extremely large. The following
three types of Earcon attempt to provide solutions to such situations.
14.2.2 Compound Earcons
Compound Earcons are formed by concatenating one-element Earcons, or any other form,
together to create more meaningful messages (see Figure 14.1). In many ways they are
analogous to forming a phrase out of words, where one-element Earcons represent words and
compound Earcons represent phrases. For example, three one-element Earcons representing
“save”, “open” and “file” can form compound Earcons by being played sequentially to form
Earcons for the “open file” and “save file” operations [17] (hear sound examples S14.1 S14.2). When using compound Earcons it is important to consider Earcon length as the
messages can easily become too long to be usable. Blattner et al. [5] proposed that each
motive should be composed of no more than four individual notes so as to balance between
excessive length and forming a melodic pattern.

one of

{
{

one of

{

}

Figure 14.1: An example of how compound Earcons can be formed to create richer messages. The operation and object Earcons can be compounded to create multiple
different messages. Adapted from Brewster [8].

14.2.3 Transformational Earcons
Transformational Earcon families are constructed around a “grammar” or set of rules, where
there exists a consistent set of structured symbolic mappings from individual data parameters
(such as file type) to individual sound attributes (such as timbre). Specific values of data
parameters (e.g., a paint file) are then mapped to specific values of the corresponding auditory
attribute (e.g., a piano timbre). Figure 14.2 shows how a set of transformational Earcons
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representing theme park rides is constructed. Each Earcon represents a theme park ride
encoding three data parameters (type of ride, intensity and cost). Each timbre, melody and
presentation register can be “mixed and matched” to create a set of 27 individual Earcons
that represent all combinations of the data parameters (hear sound examples S14.3, S14.4,
S14.5, S14.6, S14.7).
Ride Type (Timbre)

Figure 14.2: An example family of transformational Earcons representing attributes of theme
park rides. Each data attribute is mapped to an auditory parameter. Adapted
from McGookin [44]. Individual values for Type, Intensity and Cost can be
“mixed and matched” to create a set of 27 unique Earcons.

Due to the consistency in the mappings used, a large set of complex auditory messages can
be represented by a small set of rules. This makes learning of those messages easier for users
to undertake. It is only necessary to learn the rules by which auditory parameters are mapped
to data attributes in order to understand the Earcons. This is unlike one-element Earcons,
where each data item has its own sound without any structured relationship between all of
the sounds and the data they represent, and thus must be learnt individually.
14.2.4 Hierarchical Earcons
Hierarchical Earcons are similar to transformational Earcons as they are constructed around
a set of rules. Each Earcon is a node in a tree and each node inherits all of the properties of
the nodes above it in the tree. Hence, an un-pitched rhythm might represent an error, the next
level may alter the pitch of that rhythm to represent the type of error, etc. This is summarised
in Figure 14.3. Since the Earcons can be long at the terminal nodes of the tree, Blattner et
al. [5] proposed that the principles of transformational Earcons (see Section 14.2.3) could
be used to shorten hierarchical Earcons for “expert users”, so that only the last part of the
Earcon would be played.
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Figure 14.3: An overview of the rules used to construct a family of hierarchical Earcons
representing computer error messages. Taken from Blattner et al. [5].

14.3 Creating Earcons
Design is of key importance in the effective application of Earcons. Earcons that have not
been carefully designed are likely to pose problems in being distinguishable and identifiable
by users. Fortunately, work on Earcons has led to design guidelines that can be employed to
create effective Earcon families.

14.3.1 Earcon Design
Although Blattner, Sumikawa and Greenberg [5] proposed guidelines for how Earcons
should be designed, they performed very little work on the validation of those guidelines.
Work by Brewster, Wright and Edwards [17] sought to validate and improve the guidelines
through empirical research studies. They designed two families of compound Earcons: one
representing files in a graphical user interface and another representing operations that could
be performed on those files. Brewster, Wright and Edwards compared three different designs
of the two Earcon sets. One design was based on the guidelines of Blattner, Sumikawa and
Greenberg [5] (Simple Set), using rhythm, pitch structure (see Figure 14.4), register and
sinusoidal timbres to encode information about the files and operations. Another design
was based on these guidelines (Musical Set), but with some modifications, notably the
use of musical timbres rather than sinusoidal tones, as these were considered to improve
performance. The third design (Control Set) avoided the use of rhythm to encode information.
Instead, only musical timbre and pitch were used. This was considered to be similar to
the simple beeps that computer systems made at the time. An outline of the encoding of
information is shown in Table 14.1.
Participants were trained on the Earcon sets by having the relationship described, learning the
names of what each Earcon represented and listening to the Earcons three times. Participants
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Rhythms and pitch structures used to represent file type

Rhythms and pitch structures used to denote operations on files

Figure 14.4: Rhythms and pitch structures used by Brewster, Wright and Edwards [17].

Application
Family
File Type
Instance

Musical Set
Timbre (Musical)

Simple Set
Timbre (Sinusoidal)

Control Set
Timbre (Musical)

Rhythm
Register

Rhythm
Register

Register
Register

Table 14.1: Overview of the Earcon sets used by Brewster, Wright and Edwards [17].

were then tested by having the Earcons played back in a random order. Participants had to
write down all the information that they could remember about each Earcon. Brewster, Wright
and Edwards found Earcons that represented operations over files were significantly better
identified than those which represented the file, with recognition rates of 80% for the musical
set. On analysis they found that the timbre of the Earcon had been well identified for both the
file and operation Earcons from the musical set, but the rhythm for the operation Earcons had
been significantly better identified due to their more complex intra-Earcon pitch structure (see
Figure 14.4). Results also showed that the application family had been significantly better
identified when represented using a musical timbre than when the sinusoidal waveforms
suggested by Blattner, Sumikawa and Greenberg [5] were used. They also identified that
the simple control sounds, which had application family identification rates as high as the
musical sounds, had significantly worse identification for file type, which was represented by
pitch rather than rhythm.
On the basis of these results Brewster, Wright and Edwards [17] redesigned the musical set
of Earcons to incorporate greater differences between the rhythms used; varying the number
of notes and the pitch structure of those notes. Additionally, based on data by Patterson [49],
register changes of at least an octave were introduced to differentiate Earcons that had the
same file type and application. A repeat of the evaluation showed a significant improvement
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in Earcon identification between the original and revised musical Earcon sets. From this
work, Brewster, Wright and Edwards derived updated guidelines [18] for the effective
design of Earcons. These augment and clarify those proposed by Blattner, Sumikawa and
Greenberg [5]. Amongst the key guidelines were the use of musical timbre instead of the
sinusoidal tones proposed by Blattner, Sumikawa and Greenberg [5], avoiding the use of
pitch as the sole means of encoding information, and leaving a gap (of at least 0.1 seconds)
when playing Earcons consecutively to ensure that they are identified as two, rather than one,
Earcon (see Table 14.2). However, the more important theme emerging from the guidelines
was that for any auditory attribute used to encode information as part of an Earcon, better
recognition and identification could be gained by ensuring the maximum possible differences
between those attributes. Timbres used should come from different musical families (e.g.,
brass and organ), and strongly dissimilar rhythms and intra-Earcon pitch structures should be
used. Their guidelines constrain the size of an Earcon family to around three different values
for each of the three main auditory attributes (timbre, melody and pitch). Additionally, as
few musical instruments have a range that covers the several octaves necessary for using
register, great care needs to be taken in the selection of the values for those auditory attributes.
However, even with a constrained set, Brewster, Raty and Kortekangas [16] have shown that
a hierarchical set of 27 Earcons can be effective at representing menu items in a telephone
based menu system.
There is also scope to incorporate more subtle musical elements within Earcon design to
increase the size of the hierarchy. Leplâtre [35] evaluated a simulated mobile telephone menu
system which incorporated more sophisticated musical principles, such as attack, sustain and
harmonic progression, to indicate the level and node the user was at in the menu hierarchy.
He found that the application of hierarchical Earcons significantly reduced the number of
errors users made when executing given tasks. However, the role of the Earcons in this case
was to act as indicators of the position in the menu hierarchy, and as such augment the visual
interface, rather than be explicitly learned or recalled themselves. More work is required to
ascertain how densely encoded information in Earcons can be, and the full role that more
subtle musical elements can play. We should also note that it is possible to combine auditory
attributes and Earcon types. Watson [64], through a combination of pitch and duration,
created a set of nine Earcons to represent blood pressure. These Earcons could be combined
with each other to form compound earcons that allowed comparison with standard or prior
readings of blood pressure. This created a set of 6,561 possible Earcon pairs. In evaluation,
Watson found that blood pressure could be monitored to a high degree of accuracy. When
errors did occur, they were more often found to be a misreading of an Earcon component as
the next highest or lowest pressure level. These values were distinguished by pitch, which as
already discussed, is a weak link in Earcon design.
Less work has been carried out on what data parameters should be mapped to what sound
attributes. Walker and Kramer [62] distinguish between categorical sound dimensions
(such as timbre) as opposed to sound dimensions that are on a linear continuum (such as
pitch). They argue that it is more appropriate for data parameters to be mapped to sound
parameters that share the same dimension type. For example, representing different car
manufacturers in an Earcon would be best done by timbre, whereas representing car sales
by those manufacturers would be done by mapping sales to register or pitch. Timbre, like
car manufacturer, is a categorical dimension. Car sales, like musical pitch, exist on a clear
continuum from low to high. They also note that the polarity of the mapping, such as
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increasing sales being represented by increasing pitch, should be appropriate to the context.
It may not always be the case that a higher pitch should represent a larger data parameter.
Although Earcons can have strictly arbitrary mappings between the sound and its meaning,
it is important to ensure that any design does not violate pre-existing mappings that may
exist. For example, Lemmens et al. [34] investigated whether playing a major or minor
musical chord affected user reaction time in a picture selection task. Major chords are
musically considered as positive, whereas minor chords are considered as negative. Users
were presented with a picture of either an animal or a musical instrument and had to press
a button marked ‘yes’ or ‘no’ in response to the question: “The picture is of an animal?”.
Lemmens et al. hypothesized that congruent images and chords (i.e., the image was that of
an animal and a major chord was played) would result in faster reaction times from users.
However, they found the opposite was true. They suggest a number of possible explanations,
such as pictures of musical instruments being more strongly associated with the musical
sounds than with the images of animals due to their musical character. The questions where
the user was asked if the picture was of a musical instrument had a greater impact in the
results. More work is required to fully understand this result. However, as noted by Walker
and Kramer [62], pre-determined associations and cultural conventions in Earcon design is
an area where more work is required.

Auditory
Attribute

Guidelines on Use

Timbre

Musical timbre should be used rather than sinusoidal tones. Different data values should be
encoded with timbres that are easily distinguishable. When Earcons with the same timbre
encoded attribute are concurrently presented present each with different instruments from
the same musical family.
If listeners must make absolute judgments, then register should not be used. In other cases
it should encode the least important data attribute. Large differences (two or three octaves)
should be used between the registers used.
Complex intra-Earcon pitch structures are effective in differentiating Earcons if used along
with rhythm or another parameter. The maximum pitch used should be no higher than
5kHz (four octaves above C3) and no lower than 125Hz-150Hz (the octave of C4) so that
the sounds are not easily masked and are within the hearing range of most listeners [49].
Rhythms used should be as different as possible. Combining rhythm with pitch is effective
and provides greater differences between the Earcons.
Intensity should not be used on its own to differentiate Earcons. Listeners are poor at
making judgments in loudness.
Spatial separation is useful in allowing Earcons from different families to be distinguished.
A small number of spatial locations can be used to encode an additional parameter of data.
In cases where Earcons from the same family are concurrently presented, spatialisation
should be used to improve identification.
Short gaps should be included between Earcons. Where compound Earcons are used, gaps
of at least 0.1 second should be introduced between the end and start of each component.
When Earcons are concurrently presented, at least 300ms should separate Earcons start
times.

Register

Pitch

Rhythm
Intensity
Spatial Location

Timing

Table 14.2: General guidelines on how auditory attributes should be employed in Earcon
design. Adapted from Brewster, Wright and Edwards [18].
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14.3.2 Concurrent Earcons
When using compound Earcons, the time to present them can be lengthy. This can make it
difficult for the sound to keep pace with interaction in a human computer interface. Brewster,
Wright and Edwards [18] carried out a study to determine if the time taken to present
such Earcons could be reduced by presenting each part in parallel. They found that two
sets of compound Earcons representing information about file types and operations, each
encoding three parameters of information (the same as those discussed in Section 14.3.1),
could be presented simultaneously, and identified with similar accuracy than when presented
consecutively. In order to achieve these results the Earcons from each family had to differ in
timbre, and each part of the Earcon was maximally stereo panned to ensure it was treated
as a separate auditory stream [7]. Again, the key recommendation was to incorporate gross
differences between the two Earcons to make them discriminable.
In many situations however, such gross separation may not be possible, such as when
Earcons from the same family must be concurrently presented. For example, if timbre is
mapped to some data attribute it cannot be grossly modified if two Earcons with the same
timbre-encoded attribute are concurrently presented. Brewster, Wright and Edwards [18]
concurrently presented two Earcons from different families that varied in acoustic parameters.
An auditory display designer may wish to present multiple overlapping sound sources. The
ARKola simulation by Gaver [26] exploited the temporal, overlapping qualities of Auditory
Icons to indicate how processes were collaborating in a virtual bottling plant. Sawhney and
Schmandt [58] used multiple overlapping instances of auditory feedback, including Earcons,
speech and Auditory Icons, to present status and news information over a wearable auditory
display. Where such displays include Earcons, it is possible that Earcons from the same
family will be played together and overlap.
McGookin and Brewster [41] evaluated a transformational set of Earcons to determine
how they performed when concurrently presented. In an identification task participants
heard between one and four Earcons formed from the same Earcon family. Each Earcon
encoded three parameters of a theme park ride: type (represented by timbre), ride intensity
(represented by melody) and cost (represented by presentation register). The Earcons
were designed in accordance with the guidelines of Brewster, Wright and Edwards [18].
McGookin and Brewster [41] found that the proportion of Earcons, and their attributes, that
could be identified significantly decreased as the number of Earcons presented increased (see
Figure 14.5).
McGookin and Brewster carried out further experiments to try to improve identification
when Earcons were simultaneously presented [42]. They found that when Earcons with
the same timbre encoded attribute were concurrently presented, the use of different timbres
from the same musical family (e.g., acoustic grand piano and electric grand piano) improved
identification of the melody encoded attribute and, as such, overall Earcon identification
performance was significantly improved. A similar significant effect was found by staggering
the onset-to-onset time of concurrently presented Earcons by at least 300ms. Additional
studies presenting four Earcons in a spatialised auditory environment also improved identification [43]. Performance was significantly improved, but that improvement was not large.
Earcons, at least those from the same family, are sensitive to being presented concurrently to
a much greater extent than Auditory Icons [6]. Therefore, concurrently presenting Earcons
from the same set should be avoided wherever possible.
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Figure 14.5: Graph showing how the proportion of Earcons and Earcon attributes correctly
identified is affected by the number of concurrently presented Earcons. Taken
from McGookin [43].

14.3.3 Learning and Understanding Earcons
It is important to design Earcons in such a way that they are effective means of communication, but a no less important feature is to consider how users will learn Earcons and the
data mappings contained within them. As already stated, Earcons have abstract mappings
between sound and what that sound represents, so some training is essential if users are to
understand the intended meaning of an Earcon.
Garzonis et al. [25] compared “intuitiveness” in understanding Earcons and Auditory Icons.
They found that although high recognition rates were quickly obtained with Auditory Icons,
Earcons, without training, had recognition rates of around 10%. During subsequent phases
of their study participants were given feedback on the accuracy of identification, and as such
Earcon identification rates, as well as Auditory Icon identification rates, rose, with 90% of
Earcons being correctly identified. McGee-Lennon, Wolters and McBryan [39] found that
for simple Earcons designed to represent notifications in home reminder systems, requiring
participants to correctly identify each Earcon once before starting the study led to similar
recognition rates for the Earcons as for speech representing the same reminders.
The design of Earcons can also influence their learnability. The structure inherent in hierarchical and transformational Earcons, and the rules by which sound attributes and data
parameters are mapped to each other, can be exploited to make Earcons easier to learn.
Brewster [10] found that participants could correctly determine information about an Earcon
even when that Earcon had an attribute changed that the participant had not learned (e.g., a
new rhythm or timbre). In Leplâtre and Brewster’s [35] study on hierarchical Earcons for
telephone-based menus, participants could correctly determine the position of an Earcon in
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the hierarchy that had not been explicitly learned. Therefore participants could exploit the
rules that the Earcons were formed from to infer information about them. Hankinson and
Edwards [29] went further and applied a musical grammar to a designed set of compound
Earcons. They introduced musical modifications such that combinations of Earcons that
were valid within the grammar were aesthetically pleasing. If the user attempted to carry out
an illegal operation, such as printing a disk drive, the auditory feedback from the combined
Earcons would sound discordant and alert the user to the mistake. Hankinson and Edwards
found that participants were able to quickly learn this grammar, making it a solid foundation
to augment an existing set of Earcons with new examples.
Whilst work shows that the structure of an Earcon family can aid users in learning, it is also
important to consider how, and in what way, users will initially learn the Earcon family.
Brewster [10] compared several techniques for learning Earcons. These ranged from training
that might be provided “out of the box”, with only a verbal description of the Earcons,
through to personalized training, where the experimenter played and described the Earcon
structure as well as providing five minutes for self-guided training listening to the Earcons.
Results showed that personalized training was the most effective, allowing significantly
more Earcons to be correctly identified than when participants were given only a training
sheet. However, he identified that the ability to listen to the Earcons was the significant
factor in achieving good identification performance. After around 5 minutes of training,
identification performance was around 80%. This is a common range reported for many
Earcon identification studies, but it is usually based on an initial 5-10 minute training phase.
Hoggan and Brewster [30], in the design of cross-modal icons – Earcons that can either be
presented aurally or as Tactons [13] (tactile icons) – carried out a longitudinal study of user
performance and retention rates. They found that a set of transformational Earcons encoding
three data attributes, timbre (four values), rhythm (three values) and spatial location (three
values), creating a set of 36 distinct Earcons, reached 100% identification accuracy after
four 10 minute training sessions. In a comparison of Earcons, Auditory Icons and Spearcons
(speeded up text-to-speech) to represent menu entries, Palladino and Walker [48] found that
participants had to listen to a set of 30 hierarchical Earcons between five and seven times
before perfect recall was obtained.
In conclusion, Earcons can be easily designed to represent a large number of multi-parameter
data items, but care must be taken in the choice of auditory attributes to ensure that they can
effectively communicate data. However, even when Earcons are well designed, consideration
must be given to how users will be trained to interpret them. From the work discussed, if no
training is provided, identification will be poor and users will become frustrated, perceiving
the Earcons to be annoying. However, training does not need to be extensive, as even 5-10
minutes allows users to achieve high levels of identification.

14.4 Earcons and Auditory Icons
14.4.1 The Semiotics of Earcons
When designers consider the use of a set of Earcons to communicate information in an
auditory display, they may also consider the use of Auditory Icons to fulfil the same role.
As discussed in Chapter 13, Auditory Icons are: “Everyday sounds mapped to computer
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events by analogy with everyday sound-producing events” [28]. Both Earcons and Auditory
Icons seek to fill the same role in an auditory display and considerable effort has been made
to compare and contrast them over the years. It has largely been found that the advantages
of Earcons are the disadvantages of Auditory Icons and vice versa. An understanding of
the similarities and differences between these two forms of auditory cue is important in
understanding when to employ them. In addition, a clear understanding allows us to consider
other cues that are neither Earcon nor Auditory Icon.
Auditory Icons have been shown to be easier to learn than Earcons with good identification
performance in the absence of training [25]. This is due to the mapping between the sound
and the data represented being “intuitive”. A carefully designed set of Auditory Icons requires
little training. In many cases however, it can be hard to identify suitable sounds for all of
the information that would be desired, and thus it becomes difficult to create a good set of
Auditory Icons. It is possible to parameterize Auditory Icons in a similar way to Earcons [27],
but in practice this can be difficult. Although the use of Auditory Icons may be seen to be the
better choice, there is evidence that in some cases Earcons may be more appropriate. Sikora,
Roberts and Murray [59] and Roberts and Sikora [53] compared environmental and musical
sounds in terms of agreement of function, appropriateness and pleasantness. They found that
the musical sounds were rated as more appropriate and pleasant than the real world sounds.
Both sound types were rated as less pleasant and appropriate than speech. They also found
that many users would turn off the environmental sounds if they were played multiple times
a day in a business context, meaning that Earcons may be more appropriate.
The relative advantages and disadvantages of Earcons and Auditory Icons can be better
understood when we consider that both are audible examples of semiotic signs. A full
discussion of semiotics is beyond the scope of this chapter, but a basic consideration is
important to understand why Earcons without a meaning are just sounds.

Signifier
Symbolic
Relationship
Signified

Application
File

Figure 14.6: An Earcon illustrated as a sign, showing both the signifier, signified and relationship between the two.
Signs can be considered to be composed of two separate, but related components [19]: the
signifier and the signified (see Figure 14.6). The signifier is the physical manifestation
representing the sign. A visual example would be a road sign, whereas an aural example
would be a musical motive or the sound of breaking glass. Related to the signifier is the
signified, which as the name suggests, represents the meaning of the signifier. For a road sign,
this may be that the driver should be aware of falling rocks or should reduce speed because
of sharp bends in the road ahead. In a computer interface a musical motive or breaking glass
signifier may signify that the current application has stopped working and has been closed
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by the operating system. In either case, the sign (Earcon or Auditory Icon) is composed
of both the signifier and the signified; without either part it cannot be considered a sign. A
musical motive is not an Earcon without a signified component and an Auditory Icon is only
a sound effect. This is because it is the relationship between the signifier and signified that
determines the sign as an Earcon or Auditory Icon. To be strictly classified as an Earcon
this relationship should be arbitrary, hence the need to learn the Earcons before use. For an
Auditory Icon there should be some cultural or other pre-existing relationship between the
signifier and signified 1 2 . Peirce [51] determined that there were three broad categories of
relationship between the signifier and the signified: iconic, indexical and symbolic. Each of
these categories represents a progressively less obvious or pre-existing relationship between
the signifier and signified. Conventionally, Auditory Icons exist towards the iconic end and
Earcons exist at the symbolic end, with some overlap in the middle (see Figure 14.7).
Iconic
Mapping

Indexical
Mapping

Symbolic
Mapping

Sign
Signifier

Figure 14.7: An illustration of the way in which Auditory Icons and Earcons relate to each
other and the semiotic concept of signs.

14.4.2 Alternative Auditory Cues
From Figure 14.7, we might conclude that all forms of auditory notification are either Earcons
or Auditory Icons. However, recent work has indicated that there are other auditory notifications that are neither. Ma, Fellbaum and Cook [37] for example, propose an auditory
language composed of Auditory Icons that can be combined to form phrases for communication amongst people with language disabilities. Walker, Nance and Lindsay [63] proposed
Spearcons, synthesised speech that is speeded up to the extent that it is no longer heard as
speech. This unique auditory fingerprint can be used to represent items in a menu structure
and in initial tests has shown that faster performance can be obtained over both Auditory
Icons and Earcons, with significantly less training required. Palladino and Walker [48]
discuss how Spearcons could incorporate more symbolic parameterisation, such as using
voices of different genders to encode information.
A second example of alternative approaches comes from Isaacs, Walendowski and Ranganthan [32]. They considered the use of self- selected song extracts to uniquely identify a
1 The

original definition of Earcons by Blattner et al. [5], discusses representational Earcons which are analogous
to Auditory Icons. However, these have never gained widespread acceptance and the term Auditory Icons has
stuck.
2 In the work of Sikora, Roberts and Murray [59] previously discussed, no data parameters were mapped to the
sounds used. Therefore, according to our definition of Earcons, we do not consider their work to involve Earcons,
and by the same definition Auditory Icons.
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user in their Hubbub instant messaging system. Song extracts acted as parts of compound
Earcons, with more conventional Earcons being compounded to form rich status messages.
This approach has also been investigated by Dingler, Lindsay and Walker [24]. They used
Earcons compounded with Auditory Icons to overcome the training issues with Earcons
and the parameterisation problems with Auditory Icons. The use of existing music as a
notification cue has also been investigated by McGee-Lennon et al. [40] in the study of
Musicons. Musicons are short snippets (approximately 0.5 seconds long) of existing songs
or musical pieces. These are then used to act as auditory reminders. In a study comparing
Musicons to speech, Musicons were comparable in both speed and accuracy of identification.
This was in spite of the participants receiving very limited opportunity to listen to the cues.
McGee-Lennon et al. identified that the cultural knowledge inherent in knowing the music
used was instrumental in the recognition rate. Musicons exploit an indexical-like relationship
between the sound and its meaning in the reminder context. For example, the theme from the
“Friends” TV show was associated with closing the door. Participants associated the closing
of doors as characters entered or exited scenes to help recall the mapping.
In conclusion, Earcons and Auditory Icons are only two reasonably well defined and understood areas on a scale that is capable of containing a very much larger number of auditory cues.
Little work investigating these other cues, which combine the advantages of both Earcons
and Auditory Icons, has been carried out. This is a clear area for future investigation.

14.5 Using Earcons
Earcons have been applied in many contexts. This section presents three of the main areas,
providing a clear understanding of where Earcons have been used and the situations and
contexts where they have proven to be useful.
14.5.1 Sonically Enhanced Widgets
An initial source of Earcon application was in the augmentation of visual widgets in a
graphical user interface. Many operating systems use on-screen widgets, such as buttons,
scrollbars and menus, which are activated when the user releases the mouse button when the
cursor is over the widget. If the user “slips off” the widget a selection error occurs. It can
take time for the user to realize the error and correct it. The addition of Earcons can more
quickly communicate such problems and provide feedback.
Brewster and Clarke [14] compared a drawing package application to one that had been
augmented with Earcons. They added a relatively simple set of one-element Earcons to
the tool palette. A marimba timbre was used to represent the default tool, and all other
tools were represented by a trumpet timbre. These were played when the user either single
or double clicked on the drawing area, or when the user selected a different tool in the
palette. Brewster and Clarke found that the number of errors made in the drawing tasks that
participants carried out was significantly reduced when the Earcons were played. Crucially,
they found that workload was not significantly increased by the Earcons. Brewster [9] also
investigated how drag and drop could be improved via the application of Earcons. Gaver [26]
noted: “A common problem in hitting such targets comes when the object, but not the
cursor, is positioned over the target. In this situation, dropping the object does not place it
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inside the target, but instead positions it so that it obscures the target further”. Brewster
applied different Earcons to each stage of the drag and drop operation. Again, these were
one-element Earcons. A reed organ timbre with a single note rhythm was used to indicate
that the object had been moved onto the target destination. This Earcon was repeated until
the user moved the object off the target or released the mouse button. If the user released the
Earcon over the target, the same Earcon with a tinkle bell was played. If the user released
the object when the cursor was not on the target, the same Earcon was played but with an
orchestral hit timbre. This was designed to be more attention grabbing and alert the user to
an error. In both complex (cluttered interfaces with multiple objects and targets) and simple
interfaces, the application of the Earcons significantly reduced the time taken to complete
drag and drop tasks over the same interface without the Earcons. Again, subjective workload
was significantly reduced. With the addition of auditory feedback to visual menus already
discussed in Section 14.3.3 and further work by Barfield, Rosenberg and Levasseur [3],
Earcons can have a significantly positive impact on operations in a graphical user interface.
The examples presented however, deal only with cases where the Earcons are providing
information about the primary task in the user interface and augment existing visual feedback.
Earcons can also be useful in situations where they inform the user of background operations,
or the status of objects out of the user’s visual field. An obvious example is a scrollbar.
Scrollbars tend to be operated as users scan a long visual document, either by using the mouse
scroll wheel or by grabbing and dragging the scroll indicator with the mouse. In either event,
the user is focusing on the document area rather than the scrollbar. This can make it difficult
to keep track of the location in the document. If the user clicks off the scroll indicator his or
her position in the document can quickly jump to an undesired location. Brewster [8] applied
Earcons to assist in these two events. A low intensity continuous tone played on an electric
organ timbre was presented just above the audible threshold. As the user moved between
pages this tone was audibly increased and played with either a low or high pitch dependent
on whether the user scrolled up or down. These augmented a scaling of low to high pitches
that were mapped to the length of the document and played with the same timbre. Thus as
the user scrolled up, the tones increased in frequency and vice versa. The user was therefore
made aware of both distance travelled as well as page boundary changes. In a comparison
with a visual scrollbar, Brewster [8] found that although there was no significant reduction in
time or number of errors when using the auditory scrollbar, there was a significant reduction
in subjective user workload. Similar studies [20] have been carried out on progress bars (hear
sound example S14.8), where the user may wish to remain aware of an ongoing operation
but not constantly visually monitor it. Beaudouin-Lafon and Conversey [4] proposed the
use of Sheppard-Risset tones for auditory progress bars. These are auditory illusions which
appear to be able to infinitely increase or decrease in pitch. Unfortunately, Beaudouin-Lafon
and Conversey did not evaluate their technique. Isaacs, Wilendowski and Ranganthan [32],
in a five month study on the use of Earcons to represent messages and status of users in
their Hubbub instant messaging system, found that the Earcons helped users to develop an
awareness of the activities of other users.
The work discussed here shows that simple Earcons can offer significant improvement to
interactions in a graphical user interface and, as discussed in previous sections, Earcons are
capable of encoding a great deal more information. However, Pacey and MacGregor [47], in
a study comparing different auditory progress bar designs identified that there was a trade-off
between performance and the complexity of the auditory cues (and thus the information
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they encoded). More complex auditory cues reduced the performance of participants on the
primary task and increased annoyance. It is therefore important that only the information
that needs to be communicated is encoded, rather than the maximum information possible.
A way to deal with these issues is to provide a comprehensive toolkit for developers to use.
In existing graphical user interfaces developers do not have to program the look and feel of
each button or how a scrollbar should work. Why should it be necessary to do so when using
Earcons? Crease, Brewster and Gray [22] developed a toolkit of user interface widgets that
were sensitive to the resources available for both the device and its context. The display of
these widgets could be dynamically altered given the current resources. For example, an
application running on a desktop computer system would present a progress bar visually, but
on a mobile device would switch to an audio representation due to the reduction in screen
space. Indeed, this may occur simply by reducing the visual size of the progress bar on
the desktop. Below a certain size, the system would introduce an auditory progress bar. In
such a way programmers would not have to worry about developing particular Earcons for
individual applications.
14.5.2 Mobile and Ubiquitous Interaction
As computing has moved from desktops and laptops – tied to the wall with power and
communication cables – towards small, mobile, always connected devices that a user has
constant access to, consideration has been given to the role Earcons can play in improving
interaction. Mobile devices have improved in both power and functionality over recent years,
but they still suffer from a number of limitations such as a small visual display which requires
on-screen elements to be reduced in size. Brewster and Cryer [11] considered how Earcons
could be applied to number entry tasks on a mobile device. Simple Earcons were developed
to signify the states of interaction with virtual buttons presented on a touchscreen, such as
whether users had slipped off without selecting a button. Although only simple Earcons
were used, these increased the number of four digit codes that could be accurately typed by
participants. As the size of the buttons was decreased, from 16x16 pixels to 4x4 pixels, the
use of Earcons allowed significantly more codes to be entered. Further work [12] found that
Earcon enhanced buttons could allow a similar number of codes to be entered as non-sound
enhanced buttons that were twice the size when the user was walking. Hoggan et al. [31]
compared performance on text entry tasks when the user was sitting on a moving subway
train, with either no button feedback or button feedback provided by Earcons. They found
that the application of auditory feedback, even in the constantly changing environment of a
moving subway car, allowed a significantly higher number of correctly typed phrases to be
entered. Although during periods of very high background noise, audio was found to be less
effective than tactile feedback.
As already stated (see Section 14.3.1), Leplâtre and Brewster [36] have evaluated the use
of Earcons in providing context in mobile telephone hierarchies. They found that the use
of Earcons to provide information about the current node in the hierarchy allowed users to
complete tasks with fewer button clicks, and more quickly, than when no sound was provided.
Further work showed that Earcons could enhance the monitoring of background tasks [21]
such as download progress indicators and stock market trades [15]. Work by Ronkainen
and Marila [55] investigated the use of simple Earcons to indicate key taps and timeouts for
multitap input on mobile phone keypads. They found that these allowed for faster and more
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accurate text entry. In conclusion, there is strong evidence that the reduction in visual display
space, prevalent in mobile devices, can be offset by the effective application of Earcons.
The work already discussed mostly considers the augmentation of mobile applications with
Earcons to improve performance: allowing the size of on-screen elements to be reduced, or
providing awareness of errors in interaction. More recent developments in mobile technology have considered how interaction can be performed without a visual display and how
technology can be embedded in the physical environment. In both cases, communicating
from the device to the user needs to be in a multimodal manner as a visual display is either
not available, or cannot be constantly attended to.
Ronkainen [54] has considered how Earcons in a mobile telephone can alert a user to services
or features in the environment that the phone can interact with. For example, a mobile phone
could alert the user of a nearby vending machine that will allow the phone to purchase items
electronically, rather than through the insertion of coins. Ronkainen identified several classes
of notification, each of which he represented with an Earcon. With consideration of the
discussion of Section 14.4, Ronkainen attempted to exploit previous perceptual understanding
of sounds, such as using a faster rhythm to represent a more urgent notification. Work by
Jung [33] has considered how Earcons can be embedded in an existing ambient soundscape
to provide unobtrusive notifications. He proposed that Earcons would be less obtrusive than
environmental sounds - partly due to the similarity of the Earcons to the musical soundscape
in which they were embedded. Jung asked participants to complete a number of simple
mathematical problems and identify when an auditory notification had been provided. Note
that he did not associate information with the Earcons (although they did have to be learned)
and thus the task was merely to detect that the cue had been played, rather than identify
the information it contained. He found that both Auditory Icons and Earcons had similar
identification rates of around 80%, but that it took longer for participants to become aware
of the Earcons. This validated his assumption that, in this context, Earcons would be more
suitable for less important notifications. This shows that Earcons do not have to be attention
grabbing and can be used for more subtle notifications if required.
In the above cases it is not critical that users attend to alerts or notifications, and as discussed
by Jung, the ability to ignore events is equally important. Earcons have also been applied
in cases where the need to quickly understand the data encoded is important. Watson and
Gill [65] have been working on providing better situational awareness by encoding the
systolic and diastolic blood pressure of patients in an operating theatre. Such monitoring is
important, but can be challenging due to the “eyes busy” nature of the environment. Watson
and Gill found that users had a high level of performance at identifying mean blood pressure
when engaged in a simple mathematical distracter task. The consecutive presentation of
beacon Earcons, sonifying prior pressure readings with Earcons for current blood pressure,
allowed participants to understand how pressure changed over time. However, Watson and
Gill note that the true level of task performance with Earcons could only be determined when
compared against a visual monitor with an experienced operator. In other cases, Earcons can
be used when it is necessary that a reminder is presented, but that the reminder may be of a
sensitive nature either due to its content or that it is necessary at all. Patients with dementia
may need to be reminded to take complex medication, to switch-off dangerous appliances
or even to remember to eat and drink. Sainz-Salces, England and Vickers [56] made an
early attempt to encode information about home reminders for the elderly with Earcons.
This has been extended by McGee-Lennon, Wolters and McBryan [39], who identified that
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Earcons were found to be less obtrusive when compared to synthetic speech for the same
messages. However, it remains an open question as to the usefulness of reminders in such an
environment, as to date, no in situ studies have been performed.
14.5.3 Visual Impairment
A third area where Earcons have been applied is to increase access to user interfaces and
computer-based data for people who are blind or visually impaired. Pleis and Lucas [52]
report that there are 18.7 million such people in the United States. For these users, accessing
a computer system can be challenging (see a more detailed description in Chapter 17).
Interaction often occurs via the use of screen readers. Users move through the on-screen
elements using a large number of keyboard shortcuts, with speech feedback used to read out
names or data values. This works well for text-based information, but it is less useful for
graphical or highly structured data.
Alty and Rigas [1] developed the AUDIOGRAPH system, which was designed to allow blind
and visually impaired users to access graphical diagrams. Their system made extensive use
of Earcons to indicate operations that had been performed by the users, such as expanding or
contracting a shape, or undoing a previously carried out operation. Of note, Rigas and Alty
incorporated more iconic (demonstrative) mappings 3 into their Earcon set. The ‘expand’
Earcon was constructed from a melody that aurally appeared to expand, with the ‘contract’
Earcon aurally contracting. The ‘undo’ Earcon was created by playing a motive with an
“error” and then playing the motive without the error. Rigas and Alty mention that: “At
first hearing users were baffled by this, but on hearing the explanation they understood it
immediately and had no further trouble recognizing it”. To communicate information, pixels
were sonified as the user moved over them. Two timbres were used to represent the x and y
axes, with increasing pitch used to represent distance from the origin. By using this method,
blind participants were able to succesfully draw the shapes that were presented [2]. A closely
related system has been developed by Murphy et al. [45] to allow blind and visually impaired
users to obtain a spatial overview of a Web page. Using a force-feedback mouse, auditory
information, including Earcons, was presented as the user moved over on-screen elements.
Another important area is in the browsing and manipulation of algebraic equations. Mathematical equations are terse, with an unambiguous meaning. However, when presented
through synthetic speech, this unambiguous meaning can be confused due to the time taken
to present the equation. Stevens, Edwards and Harling [60], in addition to incorporating
prosody changes in the way equations were spoken to allow terms to be better understood,
considered how Earcons could be used to provide a quick overview of the expressions, and
provide context during more detailed analysis. Their algebra Earcons, rather than trying to
provide information about the contents of the algebraic expression, provided structural information. For example, the number of terms, sub-terms, and the type of each sub-expression
were communicated through the Earcons. Rhythm was used to denote the number of terms
in each expression, with one note per term. Superscripts (such as x2 ) were played with an
increase in pitch, and sub-expressions were played in a slightly lower register. Operands such
as +, =, etc. were played with a different timbre. In this way the Earcons formed an overview
of how the equation was structured and aided the user in understanding it. Stevens, Edwards
3 Alty

and Rigas [1] denote these as metaphorical mappings. We use the semiotic definition which regards the
relationship as iconic [19].
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and Harling [60] found that listeners were able to identify the structure of mathematical
equations with high accuracy for both simple and more complex expressions.
A final point to note is that there is a great similarity between designing interfaces for visually
impaired people and for more general mobile interaction. Sun shining on the display and the
general reduction in visual display size can, temporarily at least, visually impair the user. As
Newell [46] notes: “a particular person’s capabilities are specified to a substantial degree
by the environment within which he or she has to operate”. Therefore much of the work on
applying Earcons to mobile and ubiquitous scenarios discussed in Section 14.5.2 could also
be applied here. Yalla and Walker [66] for example, are considering how Earcons can be
used to communicate information about scrollbars and operations for people with a visual
impairment.

14.6 Future Directions
Although there has been a lot of work carried out to consider both the design and application
of Earcons, there are still areas that remain largely unaddressed in the literature. The first
area is in the design and implementation of more iconic Earcons, whose meanings are
demonstrative or implicit. The work discussed in Section 14.3 takes a very “pure” approach
to Earcon design, ensuring that the mapping between the sound and data is initially abstract.
Learning must always be performed for such Earcons, with the emphasis being that listening
to the Earcons before use is important. However, there are many cases, such as with consumer
electronic devices, where users would not be trained on Earcons before use. This practically
restricts such Earcons to specialised environments where training is mandatory, or that
Earcons used must be few or simple so that they can easily be picked up. This may be one of
the reasons why the work discussed in Section 14.5 largely focuses on one-element Earcons.
However, researchers such as Leplâtre and Brewster [35] and Alty and Rigas [1] have shown
that Earcons can be designed to be implicitly, rather than explicitly, learned; exploiting more
musical properties of the sound to allow for more metaphorical mappings between the sound
and data. As with much Earcon research, the influence of music and musicianship is lacking.
A full investigation into how it can be best exploited is a ripe area for future research.
Another area for investigation is in the use of hybrid displays: those that combine both
Auditory Icons and Earcons. Most research carried out has been to compare Earcons to
Auditory Icons (see Section 14.4). Less work has been carried out to see how they can be best
combined within an interface. Work has shown that this is possible, such as in the auditory
presentation of social networks [23, 32, 57], but no detailed studies have been carried out to
consider the issues of combining Earcons and Auditory Icons in such a way. For example, if
Auditory Icons are used as parts of compound Earcons, can the easy-to-learn attributes of
Auditory Icons be combined with the easy parameterization of Earcons? Related to this is
the discussion of Section 14.4 and the other forms of auditory mapping that exist between
data and sound. It is impossible to derive the number of permutations and different types of
auditory cues that could be developed. Walker, Nance and Lindsay’s [63] work on Spearcons
and McGee-Lennon et al’s work on Musicons [40] are the only two examples that seek to
explore the world beyond Earcons and Auditory Icons in any real detail.
A final area is the use of Earcons beyond the concept of an auditory display. Tactons [13] are
structured tactile messages that are formed via the same basic manipulations of motives as
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Earcons. Presented through vibration motors, they can effectively communicate the same
information as Earcons but through a different modality. More recently these have been
combined to produce cross-modal icons [31]. These are again formed from the same basic
manipulations, but can be presented through both audio and tactile modalities. Training users
on tactile presentation means that they will be able to identify cues presented via audio and
vice versa [30]. This means that presentation modality can be dynamically changed based on
the current environment. For example, in a noisy environment the tactile modality may be
best, whereas if the user has the device in a pocket, audio may be more suitable.

14.7 Conclusions
This chapter has discussed Earcons, short structured auditory messages that can be used to
effectively communicate information in a human-computer interface. As well as describing
Earcons, there has also been practical guidance for their design, implementation and use. As
shown, Earcons can be of benefit in a wide range of applications, from simple augmentations
of desktop widgets to sophisticated auditory interfaces for social media browsing. However,
they must be well designed, and users must be trained in their use, at least to some extent.
More subtle musical principles and metaphorical designs can be incorporated to allow for
implicit learning of Earcons to occur. This is of benefit in situations where no explicit training
is provided. In such situations simple Earcons that can be quickly “picked up” are more
likely to be employed, such as the examples from Section 14.5.2.
In conclusion, Earcons offer a valuable means of communicating multi-parameter data in an
auditory display. They are both easy to create, with effective guidelines for creation, and easy
to learn, with a body of work illustrating the effective ways to train users. Their continued
use, twenty years after being first proposed, is testament to their durability, and they continue
to be one of the cornerstones onto which effective auditory displays are constructed.
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