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Chapter 3

Psychoacoustics
Simon Carlile

3.1 Introduction
Listening in the real world is generally a very complex task since sounds of interest typically
occur on a background of other sounds that overlap in frequency and time. Some of these
sounds can represent threats or opportunities while others are simply distracters or maskers.
One approach to understanding how the auditory system makes sense of this complex acoustic
world is to consider the nature of the sounds that convey high levels of information and
how the auditory system has evolved to extract that information. From this evolutionary
perspective, humans have largely inherited this biological system so it makes sense to
consider how our auditory systems use these mechanisms to extract information that is
meaningful to us and how that knowledge can be applied to best sonify various data.
One biologically important feature of a sound is its identity; that is, the spectro-temporal
characteristics of the sound that allow us to extract the relevant information represented by
the sound. Another biologically important feature is the location of the source. In many
scenarios an appropriate response to the information contained in the sound is determined by
its relative location to the listener – for instance to approach an opportunity or retreat from a
threat.
All sounds arrive at the ear drum as a combined stream of pressure changes that jointly excite
the inner ear. What is most remarkable is that the auditory system is able to disentangle sort
out the many different streams of sound and provides the capacity to selectively focus our
attention on one or another of these streams [1, 2]. This has been referred to as the “cocktail
party problem” and represents a very significant signal processing challenge. Our perception
of this multi-source, complex auditory environment is based on a range of acoustic cues that
occur at each ear. Auditory perception relies firstly on how this information is broken down
and encoded at the level of the auditory nerve and secondly how this information is then
recombined in the brain to compute the identity and location of the different sources. Our

42 Carlile
capacity to focus attention on one sound of interest and to ignore distracting sounds is also
dependent, at least in part, on the differences in the locations of the different sound sources
[3, 4] (sound example S3.1). This capacity to segregate the different sounds is essential to
the extraction of meaningful information from our complex acoustic world.
In the context of auditory displays it is important ensure that the fidelity of a display is
well matched to the encoding capability of the human auditory system. The capacity of the
auditory system to encode physical changes in a sound is an important input criterion in the
design of an auditory display. For instance, if a designer encodes information using changes
in the frequency or amplitude of a sound it is important to account for the fundamental
sensitivity of the auditory system to these physical properties to ensure that these physical
variations can be perceived. In the complexity of real world listening, many factors will
contribute to the perception of individual sound sources. Perception is not necessarily a
simple linear combination of different frequency components. Therefore, another critical
issue is understanding how the perception of multiple elements in a sound field are combined
to give rise to specific perceptual objects and how variations in the physical properties of
the sound will affect different perceptual objects. For instance, when designing a 3D audio
interface, a key attribute of the system is the sense of the acoustic space that is generated.
However, other less obvious attributes of the display may play a key role in the performance
of users. For example, the addition of reverberation to a display can substantially enhance
the sense of ‘presence’ or the feeling of ‘being in’ a virtual soundscape [5]. However,
reverberation can also degrade user performance on tasks such as the localization of brief
sounds (e.g., see [6, 7]).
This chapter looks at how sound is encoded physiologically by the auditory system and the
perceptual dimensions of pitch, timbre, and loudness. It considers how the auditory system
decomposes complex sounds into their different frequency components and also the rules
by which these are recombined to form the perception of different, individual sounds. This
leads to the identification of the acoustic cues that the auditory system employs to compute
the location of a source and the impact of reverberation on those cues. Many of the more
complex aspects of our perception of sound sources will be covered in later chapters

3.2 The transduction of mechanical sound energy into
biological signals in the auditory nervous system
The first link in this perceptual chain is the conversion of physical acoustic energy into
biological signals within the inner ear. Every sound that we perceive in the physical world is
bound by the encoding and transmission characteristics of this system. Therefore, sound is
not simply encoded but various aspects of the sound may be filtered out. Sound enters the
auditory system by passing through the outer and middle ears to be transduced into biological
signals in the inner ear. As it passes through these structures the sound is transformed in a
number of ways.
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Figure 3.1: The human ear has three main groups of structures, namely the outer, middle
and inner ear. The pinna and concha of the outer ear collects and filters sound
and delivers this to the middle ear via the external auditory canal. The middle ear effectively transmits the sounds from the gas medium of the outer ear
to the fluid medium of the inner ear. The inner ear transduces the physical
sound energy to biological signals that are transmitted into the brain via the auditory nerve. Adapted from http://en.wikipedia.org/wiki/File:
Anatomy_of_the_Human_Ear.svg.

3.2.1 The outer ear
The first step in the process is the transmission of sound through the outer ear to the middle
ear. The outer ear extends from the pinna and concha on the side of the head to the end of
the auditory canal at the ear drum (Figure 3.1). The relatively large aperture of the pinna of
the outer ear collects sound energy and funnels it into the smaller aperture of the external
auditory canal. This results in an overall gain in the amount of sound energy entering the
middle ear. In common with many animals, the pinna and concha of the human outer ears
are also quite convoluted and asymmetrical structures. This results in complex interactions
between the incoming sounds and reflections within the ear that producing spectral filtering
of the sound [8]. Most importantly, the precise nature of the filtering is dependent on the
relative direction of the incoming sounds [9, 10]. There are two important consequences of
this filtering.
Firstly, the auditory system uses these direction-dependent changes in the filtering as cues
to the relative locations of different sound sources. This will be considered in greater detail
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later. This filtering also gives rise to the perception of a sound outside the head. This is best
illustrated when we consider the experience generated by listening to music over headphones
compared to listening over loudspeakers. Over headphones, the sound is introduced directly
into the ear canal and the percept is of a source or sources located within the head and
lateralized to one side of the head or the other. By contrast, when listening to sounds through
loudspeakers, the sounds are first filtered by the outer ears and it is this cue that the auditory
system uses to generate the perception of sources outside the head and away from the body.
Consequently, if we filter the sounds presented over headphones in the same way as they
would have been filtered had the sounds actually come from external sources, then the percept
generated in the listener is of sounds located away from the head. This is the basis of so
called virtual auditory space (VAS [9]).
Secondly, the details of the filtering are related to the precise shape of the outer ear. The fact
that everybody’s ears are slightly different in shape means that filtering by the outer ear is
quite individualized. The consequence of this is that if a sound, presented using headphones,
is filtered using the filtering characteristics of one person’s ears, it will not necessarily
generate the perception of an externalized source in a different listener – particularly if the
listener’s outer ear filter properties are quite different to those used to filter the headphone
presented sounds.
3.2.2 The middle ear
The second stage in the transmission chain is to convey the sound from the air filled spaces
of the outer ear to the fluid filled space of the inner ear. The middle ear plays this role and is
comprised of (i) the ear drum, which is attached to the first of the middle bones - the malleus;
(ii) the three middle ear bones (malleus, incus and stapes) and (iii) the stapes footplate
which induces fluid movement in the cochlea of the inner ear. Through a combination of
different mechanical mechanisms sound energy is efficiently transmitted from the air (gas)
medium of the outer ear to the fluid filled cochlea in the inner ear.
3.2.3 The inner ear
The final step in the process is the conversion of sound energy into biological signals and
ultimately neural impulses in the auditory nerve. On the way, sound is also analyzed into
its different frequency components. The encoding process is a marvel of transduction as
it preserves both a high level of frequency resolution as well as a high level of temporal
resolution. All this represents an amazing feat of signal processing by the cochlea, a coiled
structure in the inner ear no larger than the size of a garden pea!
The coiled structure of the cochlea contains the sensory transduction cells which are arranged
along the basilar membrane (highlighted in red in Figure 3.2). The basilar membrane is
moved up and down by the pressure changes in the cochlea induced by the movement of the
stapes footplate on the oval window. Critically the stiffness and mass of the basilar membrane
varies along its length so that the basal end (closest to the oval window and the middle ear)
resonates at high frequencies and at the apical end resonates at low frequencies. A complex
sound containing many frequencies will differentially activate the basilar membrane at the
locations corresponding to the local frequency of resonance. This produces a place code
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Figure 3.2: This figure shows the parts of the outer, middle and inner ear (top left), as well
as an enlarged view of the inner ear with the basilar membrane in the cochlea
highlighted in red (top right). The variation in frequency tuning along the length
of the basilar membrane is illustrated in the middle panel and a sonogram of the
words "please explain" is shown in the lower panel. The sonogram indicates how
the pattern of sound energy changes over time (y-axis) and over the range of
sound frequencies to which we are sensitive (x-axis). The sonogram also gives us
an idea as to how the stimulation of the basilar membrane in the cochlea changes
over time.

of frequency of the spectral content of the sound along the basilar membrane and provides
the basis of what is called the tonotopic representation of frequency in the auditory nervous
system and the so-called place theory of pitch perception (see also below).
The place of activation along the basilar membrane is indicated by the excitation of small
sensory cells that are arranged along its structure. The sensory cells are called hair cells and
cause electrical excitation of specific axons in the auditory nerve in response to movement of
the part of the basilar membrane to which they are attached. As each axon is connected to
just one inner hair cell it consequently demonstrates a relatively narrow range of frequency
sensitivity. The frequency to which it is most sensitive is called its characteristic frequency
(CF). The response bandwidth increases with increasing sound level but the frequency tuning
remains quite narrow up to 30 dB to 40 dB above the threshold of hearing. The axons in the
auditory nerve project into the nervous system in an ordered and systematic way so that this
tonotopic representation of frequency is largely preserved in the ascending nervous system
up to the auditory cortex. A second set of hair cells, the outer hair cells, provide a form of
positive feedback and act as mechanical amplifiers that vastly improves the sensitivity and
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frequency selectivity. The outer hair cells are particularly susceptible to damage induced by
overly loud sounds.
An important aspect of this encoding strategy is that for relatively narrow band sounds, small
differences in frequency can be detected. The psychophysical aspects of this processing
are considered below but it is important to point out that for broader bandwidth sounds at a
moderate sound level, each individual axon will be activated by a range of frequencies both
higher and lower than its characteristic frequency. For a sound with a complex spectral shape
this will lead to a smoothing of the spectral profile and a loss of some detail in the encoding
stage (see [15] for a more extensive discussion of this important topic).
In addition to the place code of frequency discussed above, for sound frequencies below
about 4 kHz the timing of the action potentials in the auditory nerve fibres are in phase with
the phase of the stimulating sound. This temporal code is called “phase locking” and allows
the auditory system to very accurately code the frequency of low frequency sounds – certainly
to a greater level of accuracy than that predicted by the place code for low frequencies.
The stream of action potentials ascending from each ear form the basis of the biological code
from which our perception of the different auditory qualities are derived. The following
sections consider the dimensions of loudness, pitch and timbre, temporal modulation and
spatial location.

3.3 The perception of loudness
The auditory system is sensitive to a very large range of sound levels. Comparing the
softest with the loudest discriminable sounds demonstrates a range of 1 to 1012 in intensity.
Loudness is the percept that is generated by variations in the intensity of the sound. For
broadband sounds containing many frequencies, the auditory system obeys Weber’s law over
most of the range of sensitivity. That is, the smallest detectable change in the intensity is
related to the overall intensity. Consequently, the wide range of intensities to which we are
sensitive is described using a logarithmic scale of sound pressure level (SPL) , the decibel
(dB).

SPL(dB) = 20 log10

measured Pressure
reference Pressure


(1)

The reference pressure corresponds to the lowest intensity sound that we are able to discriminate which is generally taken as 20 µP.
Importantly, the threshold sensitivity of hearing varies as a function of frequency and the
auditory system is most sensitive to frequencies around 4 kHz. In Figure 3.3, the variation in
sensitivity as a function of frequency is shown by the lower dashed curve corresponding to
the minimum audible field (MAF) . In this measurement the sound is presented to the listener
in a very quiet environment from a sound source located directly in front of the listener [13].
The sound pressure corresponding to the threshold at each frequency is then measured in
the absence of the listener using a microphone placed at the location corresponding to the
middle of the listener’s head. The shape of the minimum audible field curve is determined in
part by the transmission characteristics of the middle ear and the external auditory canal and
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by the direction dependent filtering of the outer ears (sound example S3.2 and S3.3).

Figure 3.3: The minimum auditory field (MAF) or threshold for an externally placed sound
source is illustrated by the lower (blue) line. The equal loudness contours are
above this (shown in red) for 9 different loudness levels (measured in phons). A
phon is the perceived loudness at any frequency that is judged to be equivalent to
a reference sound pressure level at 1 kHz. For example, at 20 phons the reference
level at 1 kHz is 20 dB SPL (by definition) but at 100 Hz the sound level has
to be nearly 50 dB to be perceived as having the same loudness. Note that the
loudness contours become progressively flatter at higher sound levels. These are
also referred to as the Fletcher-Munson curves.

The equal loudness contours (Figure 3.3, red lines) are determined by asking listeners to
adjust the intensity at different frequencies so that the loudness matches the loudness of a
reference stimulus set at 1 kHz . The equal loudness contours become increasingly flat at
high sound levels. This has important implications for the tonal quality of music and speech
when mixing at different sound levels. A tonally balanced mix at low to moderate sound
levels will have too much bottom end when played at high sound levels. Conversely, a mix
intended for high sound levels will appear to have too much middle when played at low to
moderate sound levels.
The threshold at any particular frequency is also dependent on the duration of the stimulus
[14]. For shorter duration sounds the perception of loudness increases with increasing
duration with an upper limit of between 100 ms to 200 ms suggesting that loudness is related
to the total energy in the sound. The sounds used for measuring the absolute threshold curves
and the equal loudness contours in Figure 3.3 are usually a few hundred milliseconds long.
By contrast, exposure to prolonged sounds can produce a reduction in the perceived loudness,
which is referred to as adaptation or fatigue (see [15]). Temporary threshold shift results
from exposure to prolonged, moderate to high sound levels and the period of recovery can
vary from minutes to tens of hours depending on the sound level and duration of the exposure
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. Sound levels above 110 to 120 dB SPL can produce permanent threshold shift, particularly
if exposure is for a prolonged period, due partly from damage to the hair cells on the basilar
membrane of the inner ear.

3.4 The perception of pitch
The frequency of the sound is determined by the periodic rate at which a pressure wave
fluctuates at the ear drum. This gives rise to the perception of pitch which can be defined as
the sensation by which sounds can be ordered on a musical scale. The ability to discriminate
differences in pitch has been measured by presenting two tones sequentially that differ
slightly in frequency: the just detectible differences are called the frequency difference
limen (FDL). The FDL in Hz is less that 1 Hz at 100 Hz and increases as an increasing
function of frequency so that at 1 kHz the FDL is 2 Hz to 3 Hz (see in [15] Chapter 6,
sound example S3.4). This is a most remarkable level of resolution, particularly when
considered in terms of the extent of the basilar membrane that would be excited by a tone at
a moderate sound level. A number of models have been developed that attempt to explain
this phenomenon and are covered in more detail in the extended reading for this chapter.
There is also a small effect of sound level on pitch perception: for high sound levels at low
frequencies (< 2 kHz) pitch tends to decrease with intensity and for higher frequencies (> 4
kHz) tends to increase slightly.
The perception of musical pitch for pure tone stimuli also varies differently for high and low
frequency tones. For frequencies below 2.5 kHz listeners are able to adjust a second sound
quite accurately so that it is an octave above the test stimulus (that is, at roughly double the
frequency). However, the ability to do this deteriorates quite quickly if the adjusted frequency
needs to be above 5 kHz. In addition, melodic sense is also lost for sequences of tone above
5 kHz although frequency differences per se are clearly perceived (sound example S3.5).
This suggests that different mechanisms are responsible for frequency discrimination and
pitch perception and that the latter operates over low to middle frequency range of human
hearing where temporal coding mechanisms (phase locking) are presumed to be operating.
The pitch of more complex sounds containing a number of frequency components generally
does not simply correspond to the frequency with the greatest energy. For instance, a series of
harmonically related frequency components, say 1800, 2000, and 2200 Hz, will be perceived
to have a fundamental frequency related to their frequency spacing, in our example at 200
Hz. This perception occurs even in the presence of low pass noise that should mask any
activity on the basilar membrane at the 200 Hz region. With the masking noise present, this
perception cannot be dependent on the place code of frequency but must rely on the analysis
different spectral components or the temporal pattern of action potentials arising from the
stimulation (or a combination of both). This perceptual phenomenon is referred to as ‘residue’
pitch, ‘periodicity pitch’ or the problem of the missing fundamental (sound example S3.6) .
Interestingly, when the fundamental is present (200 Hz in the above example) the pitch of
the note is the same but timbre is discernibly different. Whatever the exact mechanism, it
appears that the pitch of complex sounds like that made from most musical instruments is
computed from the afferent (inflowing) information rather than resulting from a simple place
code of spectral energy in the cochlea.
Another important attribute of the different spectral components in a complex sound is the
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perception of timbre. While a flute and a trumpet can play a note that clearly has the same
fundamental, the overall sounds are strikingly different. This is due to the differences in the
number, level and arrangement of the other spectral components in the two sounds. It is these
differences that produce the various timbres associated with each instrument.

3.5 The perception of temporal variation
As discussed above, biologically interesting information is conveyed by sounds because the
evolution of the auditory system has given rise to mechanisms for the detection and decoding
of information that has significant survival advantages. One of the most salient features of
biologically interesting sounds is the rapid variation in spectral content over time. The rate
of this variation will depend on the nature of the sound generators. For instance, vocalization
sounds are produced by the physical structures of the vocal cords, larynx, mouth etc. The
variation in the resonances of voiced vocalizations and the characteristics of the transient
or broadband components of unvoiced speech will depend on the rate at which the animal
can change the physical characteristics of these vocal structures – for instance, their size or
length and how they are coupled together.
The rate of these changes will represent the range of temporal variation over which much
biologically interesting information can be generated in the form of vocalizations. On the
receiver side, the processes of biologically encoding the sounds will also place limitations
on the rate of change that can be detected and neurally encoded. The generation of receptor
potentials in the hair cells and the initiation of action potentials in the auditory nerve all
have biologically constrained time constants. Within this temporal bandwidth however, the
important thing to remember is that the information in a sound is largely conveyed by its
variations over time.
Mathematically, any sound can be decomposed into two different temporally varying components: a slowly varying envelope and a rapidly varying fine structure (Figure 3.4). Present
data indicates that both of these characteristics of the sound are encoded by the auditory
system and play important roles in the perception of speech and other sounds (e.g., [29] and
below).
When sound is broken down into a number of frequency bands (as happens along the basilar
membrane of the inner ear), the envelopes in as few as 3–4 bands have been shown to be
sufficient for conveying intelligible speech [16] (sound example S3.7). Although less is
known about the role of the fine structure in speech, it is known that this is encoded in the
auditory nerve for the relevant frequencies and there is some evidence that this can be used
to support speech processing .
Auditory sensitivity to temporal change in a sound has been examined in a number of ways.
The auditory system is able to detect gaps in broadband noise stimuli as short as 2 - 3 ms
[17]. This temporal threshold is relatively constant over moderate to high stimulus levels;
however, longer gaps are needed when the sound levels are close to the auditory threshold.
In terms of the envelope of the sounds, the sensitivity of the auditory system to modulation of
a sound varies as a function of the rate of modulation. This is termed the temporal modulation
transfer function (TMTF). For amplitude modulation of a broadband sound, the greatest
sensitivity is demonstrated for modulation rates below about 50–60 Hz. Above this range,
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sensitivity falls off fairly rapidly and modulation is undetectable for rates above 1000 Hz.
This sensitivity pattern is fairly constant over a broad range of sound levels. The modulation
sensitivity using a wide range of narrowband carries such as sinusoids (1–10 kHz) show a
greater range of maximum sensitivity (100–200 Hz) before sensitivity begins to roll off (see
[15], Chapter 5 for discussion).
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Figure 3.4: A complex sound (top panel) can be broken down into an envelope (middle
panel) and a carrier (bottom panel). The top panel shows the amplitude changes
of a sound wave over 150 ms as would be seen by looking at the output of a
microphone. What is easily discernible is that the sound is made up primarily
of a high frequency oscillation that is varying in amplitude. The high frequency
oscillation is called the carrier or fine structure and has been extracted and illustrated in the lower panel. The extent of the amplitude modulation of the carrier is
shown in the middle panel and is referred to as the envelope. Taken from https:
//research.meei.harvard.edu/Chimera/motivation.html

The auditory system is also sensitive to differences in the duration of a sound. In general,
for sounds longer than 10 ms the smallest detectible change (the just noticeable difference,
JND) increases with the duration of the sound (T /∆T : 10/4 ms, 100/15 ms, 1000/60 ms).
The spectrum or the level of the sound appears to play no role in this sensitivity. However,
the sensitivity to the duration of silent gaps is poorer at lower sound levels compared to
moderate and higher levels and when the spectra of the two sounds defining the silent gap
are different.
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3.6 Grouping spectral components into auditory objects and
streams
In the early 1990s, Albert Bregman’s influential book Auditory Scene Analysis [1] was
published which summarized the research from his and other laboratories examining the
sorts of mechanisms that allow us to solve the ‘cocktail party problem’. As mentioned above,
our ability to segregate a sound of interest from a complex background of other sounds play
a critical role in our ability to communicate in everyday listening environments. Bregman
argued that the jumble of spectral components that reach the ear at any instant in time can be
either integrated and heard as a single sound (e.g., a full orchestra playing a chord spanning
several octaves) or segregated into a number of different sounds (the brass and woodwind
playing the middle register notes versus the basses and strings playing the lower and higher
register components, respectively).
Bregman argued that there are a number of innate processes as well as learned strategies
which are utilized in segregating concurrent sounds. These processes rely on the so-called
grouping cues. Some of these cues reflect some basic rules of perceptual organization
(first discovered by the Gestalt psychologists in the 19th century) as well as the physical
characteristics of sounds themselves.
The rules used by the auditory system in carrying out this difficult signal processing task
also reflect in part, the physics of sounding objects. For instance, it is not very often that
two different sounds will turn on at precisely the same time. The auditory system uses this
fact to group together the spectral components that either start or stop at the same time (i.e.
are synchronous, sound example S3.8). Likewise, many sounding objects will resonate with
a particular fundamental frequency. Similarly, when two concurrent sounds have different
fundamental frequencies, the brain can use the fact that the harmonics that comprise each
sound will be a whole number multiple of the fundamental. By analyzing the frequency of
each component, the energy at the different harmonic frequencies can be associated with their
respective fundamental frequency. Each collection of spectra is then integrated to produce
the perception of separate sounds, each with their own specific characteristics, timbre or
tonal color (sound example S3.9).
If a sounding object modulates the amplitude of the sound (AM) then all of the spectral
components of the sound are likely to increase and decrease in level at the same time.
Using this as another plausible assumption, the brain uses synchrony in the changes in
level to group together different spectral components and to fuse them as a separate sound.
Opera singers have known this for years: by placing some vibrato on their voice there is a
synchronous frequency and amplitude modulation of the sound. This allows the listener to
perceptually segregate the singer’s voice from the veritable wall of sound that is provided by
the accompanying orchestra.
Once a sound has been grouped over a ‘chunk’ of time, these sound-chunks need to be linked
sequentially over time – a process referred to as streaming. The sorts of rules that govern
this process are similar to those that govern grouping, and are based in part on physical
plausibility. Similarity between chunks is an important determinant of steaming. Such
similarities can include the same or substantially similar fundamental frequency, similar
timbre, or sounds that appear to be repeated in quick succession (sound example S3.10) or
part of a progressive sequence of small changes to the sound (a portamento or glissando).

52 Carlile
We then perceive these auditory streams as cohesive auditory events, such as a particular
person talking, or a car driving by, or a dog barking.
Of course, like any perceptual process, grouping and streaming are not perfect and at
times there can be interesting perceptual effects when these processes fail. For instance, if
concurrent grouping fails, then two or more sounds may be blended perceptually, giving
rise to perceptual qualities that are not present in any of the segregated sounds. Failure in
streaming can often happen with speech where two syllables–or even different words–from
different talkers might be incorrectly streamed together, which can give rise to misheard
words and sentences (a phenomenon called information masking). Such confusions can
happen quite frequently if the voices of the concurrent talkers are quite similar, as voice
quality provides a very powerful streaming cue (sound example S3.11).
In the context of sound design and sonification, the auditory cues for grouping and streaming
tell us a lot about how we can design sounds that either stand out (are salient) or blend into
the background. By designing sounds that obey the grouping cues, the auditory system is
better able to link together the spectral components of each sound when it is played against a
background of other spectrally overlapping sounds. While onset synchrony is a fairly obvious
rule to follow, other rules such as the harmonicity of spectral components and common
frequency and amplitude modulation are not as obvious, particularly for non-musical sounds.
Likewise purposely avoiding the grouping rules in design will create sounds that contribute
to an overall ‘wash’ of sound and blend into the background. The perceptual phenomena of
integration would result in such sounds subtly changing the timbral color of the background
as new components are added.

3.7 The perception of space
In addition to the biologically interesting information contained within a particular sound
stream, the location of the source is also an important feature. The ability to appropriately
act on information derived from the sound will, in many cases, be dependent on the location
of the source. Predator species are often capable of very fine discrimination of location [18] –
an owl for instance can strike, with very great accuracy, a mouse scuttling across the forest
floor in complete darkness. Encoding of space in the auditory domain is quite different to
the representation of space in the visual or somatosensory domains. In the latter sensory
domains the spatial location of the stimuli are mapped directly onto the receptor cells (the
retina or the surface of the skin). The receptor cells send axons into the central nervous
system that maintain their orderly arrangement so that information from adjacent receptor
cells is preserved as a place code within the nervous system. For instance, the visual field
stimulating the retina is mapped out in the visual nervous system like a 2D map – this is
referred to as a place code of space. By contrast, as is discussed above, it is sound frequency
that is represented in the ordered arrangement of sensory cells in inner ear. This gives rise to a
tonotopic rather than a spatiotopic representation in the auditory system. Any representation
of auditory space within the central nervous systems, and therefore our perception of auditory
space, is derived computationally from acoustic cues to a sound source location occurring at
each ear.
Auditory space represents a very important domain for sonification. The relative locations of
sounds in everyday life plays a key role in helping us remain orientated and aware of what
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is happening around us – particularly in the very large region of space that is outside our
visual field! There are many elements of the spatial dimension that map intuitively onto data
– high, low, close, far, small, large, enclosed, open etc. In addition, Virtual Reality research
has demonstrated that the sense of auditory spaciousness has been found to play an important
role in generating the sense of ‘presence’ – that feeling of actually being in the virtual world
generated by the display. This section looks at the range of acoustic cues available to the
auditory system and human sensitivity to the direction, distance and movement of sound
sources in our auditory world.
3.7.1 Dimensions of auditory space
The three principal dimensions of auditory spatial perception are direction and distance of
sources and the spaciousness of the environment. A sound source can be located along some
horizontal direction (azimuth), at a particular height above or below the audio-visual horizon
(elevation) and a specific distance from the head. Another dimension of auditory spatial
perception is referred to as the spatial impression, which includes the sense of spaciousness,
the size of an enclosed space and the reverberance of the space (see [27]). These are important
in architectural acoustics and the design of listening rooms and auditoria – particularly for
music listening.
3.7.2 Cues for spatial listening
Our perception of auditory space is based on acoustic cues that arise at each ear. These cues
result from an interaction of the sound with the two ears, the head and torso as well as with
the reflecting surfaces in the immediate environment. The auditory system simultaneously
samples the sound field from two different locations – i.e. at the two ears which are separated
by the acoustically dense head. For a sound source located off the midline, the path length
difference from the source to each ear results in an interaural difference in the arrival times
of the sound (Interaural Time Difference (ITD) , Figure 3.5, sound example S3.12). With
a source located on the midline, this difference will be zero. The difference will be at a
maximum when the sound is opposite one or other of the ears.
As the phase of low frequency sounds can be encoded by the ‘phase locked’ action potentials
in the auditory nerve, the ongoing phase difference of the sound in each ear can also be used
as a cue to the location of a source. As well as extracting the ITD from the onset of the sound,
the auditory system can also use timing differences in the amplitude modulation envelopes
of more complex sounds. Psychophysical studies using headphone-presented stimuli have
demonstrated sensitivity to interaural time differences as small as 13µs for tones from 500 to
1000 Hz.
As the wavelengths of the mid to high frequency sounds are relatively small compared to the
head, these sounds will be reflected and refracted by the head so that the ear furthest from
the source will be acoustically shadowed. This gives rise to a difference in the sound level
at each ear and is known as the interaural level (or intensity) difference (ILD) cue (sound
example S3.13). Sensitivity to interaural level differences of pure tone stimuli of as small as
1dB have been demonstrated for pure tone stimuli presented over headphones. The ITD cues
are believed to contribute principally at the low frequencies and the ILD cues at the mid to
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high frequencies; this is sometimes referred to as the duplex theory of localisation [9].
The binaural cues alone provide an ambiguous cue to the spatial location of a source because
any particular interaural interval specifies the surface of a cone centred on the interaural
axis - the so called ‘cone of confusion’ (Figure 3.6: top left) . As discussed above, the
outer ear filters sound in a directionally dependent manner which gives rise to the spectral
(or monaural) cues to location. The variations in the filter functions of the outer ear, as a
function of the location of the source, provide the basis for resolving the cone of confusion
(Figure 3.6: top right panel). Where these cues are absent or degraded, or where the sound
has a relatively narrow bandwidth, front-back confusions can occur in the perception of
sound source location. That is, a sound in the frontal field could be perceived to be located
in the posterior field and vice versa. Together with the head shadow, the spectral cues also
explain how people who are deaf in one ear can still localize sound.

3.7.3 Determining the direction of a sound source
Accurate determination of the direction of a sound source is dependent on the integration
of the binaural and spectral cues to its location [19]. The spectral cues from each ear are
weighted according to the horizontal location of the source, with the cues from the closer
ear dominating [20]. In general there are two classes of localisation errors: (i) Large ‘frontback’ or ‘cone of confusion’ errors where the perceived location is in a quadrant different
from the source but roughly on the same cone of confusion; (ii) Local errors where the
location is perceived to be in the vicinity of the actual target. Average localisation errors
are generally only a few degrees for targets directly in front of the subject (SD ± 6°–7°)
[21]. Absolute errors, and the response variability around the mean, gradually increase
for locations towards the posterior midline and for elevations away from the audio-visual
horizon. For broadband noise stimuli the front-back error rates range from 3 % to 6 % of the
trials. However, localisation performance is also strongly related to the characteristics of the
stimulus. Narrowband stimuli, particularly high or low sound levels or reverberant listening
conditions, can significantly degrade performance.
A different approach to understanding auditory spatial performance is to examine the resolution or acuity of auditory perception where subjects are required to detect a change in
the location of a single source. This is referred to as a minimum audible angle (MAA:
[22]). This approach provides insight into the just noticeable differences in the acoustic
cues to spatial location. The smallest MAA (1–2°) is found for broadband sounds located
around the anterior midline and the MAA increases significantly for locations away from
the anterior median plane. The MAA is also much higher for narrowband stimuli such as
tones. By contrast, the ability of subjects to discriminate the relative locations of concurrent
sounds with the same spectral characteristics is dependent on interaural differences rather
than the spectral cues [23]. By contrast, in everyday listening situations it is likely that the
different spectral components are grouped together as is described in section 3.6 above and
the locations then computed from the interaural and spectral cues available in the grouped
spectra.
The majority of localisation performance studies have been carried out in anechoic environments. Localisation in many real world environments will of course include some level of
reverberation. Localisation in rooms is not as good as in anechoic space but it does appear
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to be better than what might be expected based on how reverberation degrades the acoustic
cues to location. For instance, reverberation will tend to de-correlate the waveforms at each
ear because of the differences in the patterns of reverberation that combine with the direct
wavefront at each ear. This will tend to disrupt the extraction of ongoing ITD although the
auditory system may be able to obtain a reasonably reliable estimate of the ITD by integrating
across a much longer time window [24]. Likewise, the addition of delayed copies of the
direct sound will lead to comb filtering of the sound that will tend to fill in the notches and
flatten out the peaks in the monaural spectral cues and decrease the overall ILD cue. These
changes will also be highly dependent on the relative locations of the sound sources, the
reflecting surfaces and the listener.

3.7.4 Determining the distance of a sound source

While it is the interactions of the sound with the outer ears that provides the cues to source
direction, it is the interactions between the sound and the listening environment that provide
the four principal cues to source distance [25]. First, the intensity of a sound decreases
with distance according to the inverse square law: this produces a 6 dB decrease in level
with a doubling of distance. Second, as a result of the transmission characteristics of the
air, high frequencies (> 4 kHz) are absorbed to a greater degree than low frequencies which
produces a relative reduction of the high frequencies of around 1.6 dB per doubling of
distance. However, with these cues the source characteristics (intensity and spectrum) are
confounded with distance so they can only act as reliable cues for familiar sounds (such as
speech sounds). In other words, it is necessary to know what the level and spectral content of
the source is likely to be for these cues to be useful.
A third cue to distance is the ratio of the direct to reverberant energy. This cue is not
confounded like the first two cues but is dependent on the reverberant characteristics of an
enclosed space. It is the characteristics of the room that determine the level of reverberation
which is then basically constant throughout the room. On the other hand, the direct energy is
subject to the inverse square law of distance so that this will vary with the distance of the
source to the listener. Recent work exploring distance perception for sound locations within
arm’s reach (i.e. in the near field) has demonstrated that substantial changes in the interaural
level differences can occur with variation in distance [26] over this range. There are also
distance related changes to the complex filtering of the outer ear when the sources are in the
near field because of the parallax change in the relative angle between the source and each
ear (sound example S3.14).
The nature of an enclosed space also influences the spatial impression produced. In particular,
spaciousness has been characterized by ‘apparent source width’ which is related to the
extent of early lateral reflections in a listening space and the relative sound level of the low
frequencies. A second aspect of spaciousness is ‘listener envelopment’ which is related more
to the overall reverberant sound field and is particularly salient with relatively high levels
arriving later than 80 ms after the direct sound [27].
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3.7.5 Perception of moving sounds
A sound source moving through space will produce a dynamic change in the binaural and
spectral cues to location and the overall level and spectral cues to distance. In addition, if the
source is approaching or receding from the listener then there will be a progressive increase
or decrease respectively in the apparent frequency of the sound due to the Doppler shift.
While the visual system is very sensitive to the motion of visual objects, the auditory system
appears to be less sensitive to the motion of sound sources. The minimum audible movement
angle (MAMA) is defined as the minimum distance a source must travel before it is perceived
as moving. The MAMA is generally reported to be somewhat larger than the MAA discussed
above [28]. However, MAMA has also been shown to increase with the velocity of the
moving sound source, which has been taken to indicate a minimum integration time for the
perception of a moving source. On the other hand this also demonstrates that the parameters
of velocity, time and displacement co-vary with a moving stimulus. Measuring sensitivity
to a moving sound is also beset with a number of technical difficulties – not least the
fact that mechanically moving a source will generally involve making other noises which
can complicate interpretation. More recently, researchers have been using moving stimuli
exploiting virtual auditory space presented over headphones to overcome some of these
problems.
When displacement is controlled for it has been shown that the just noticeable difference
in velocity is also related to the velocity of sound source moving about the midline [28].
For sounds moving at 15°, 30° and 60° per second the velocity thresholds were 5.5°, 9.1°
and 14.8° per second respectively. However, velocity threshold decreased by around half
if displacement cues were also added to these stimuli. Thus, while the auditory system is
moderately sensitive to velocity changes per se, comparisons between stimuli are greatly
aided if displacement cues are present as well. In these experiments all the stimuli were
hundreds of milliseconds to 3 seconds long to ensure that they lasted longer than any putative
integration time required for the generation of the perception of motion.
Another form of auditory motion is spectral motion where there is a smooth change in the
frequency content of a sound. A trombone sliding up or down the scale or a singer sliding up
to a note (glissando) are two common examples of a continuous variation in the fundamental
frequency of a complex sound.
Both forms of auditory motion (spatial and spectral) demonstrate after effects. In the visual
system relatively prolonged exposure to motion in one direction results in the perception of
motion in the opposite direction when the gaze is subsequently directed towards a stationary
visual field. This is known as the “waterfall effect”. The same effect has been demonstrated
in the auditory system for sounds that move either in auditory space or have cyclic changes
in spectral content. For example, broadband noise will appear to have a spectral peak moving
down in frequency following prolonged exposure to a sound that has a spectral peak moving
up in frequency.
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Interaural Time
Difference (ITD)

Interaural Level
Difference (ILD)

Figure 3.5: Having two ears, one on each side of an acoustically dense head, means that
for sounds off the midline there is a difference in the time of arrival and the
amplitude of the sound at each ear. These provide the so-called binaural cues to
the location of a sound source.
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Figure 3.6: The ambiguity of the binaural cues is illustrated by the ’cone of confusion’ for a
particular ITD/ILD interval (top left). The complex spectral filtering of the outer
ear (bottom panels) varies around the cone of confusion (top right panel), and
provides an additional monaural (single ear) cue to a sound’s precise location.
This allows the brain to resolve the spatial ambiguity inherent in the binaural
cues.

Psychoacoustics 59

3.8 Summary
This chapter has looked at how multiple sound sources can contribute to the pattern of sound
waves that occur at our ears. Objects in the sonic world are characterized by perceptual
qualities such as pitch, timbre, loudness, spatial location and extent. Biologically interesting
information is conveyed by temporal changes in these qualities. The outer and middle ears
transmit and filter the sound from the air space around the head to the fluid spaces of the
inner ear. The cochlea of the inner ear transduces the sound into biological signals. The
spectral content of the sound is broken down into a spatio-topic or tonotopic code on the
basilar membrane which then projects in an ordered topographical manner into the auditory
nervous system and up to the auditory cortex. Temporal coding of the low to mid frequencies
also plays a role in maintaining very high sensitivity to frequency differences in this range.
From the stream of biological action potentials generated in the auditory nerve, the auditory
system derives the loudness, pitch, timbre and spatial location of the sound source. Different
spectral components in this signal are grouped together to form auditory objects and streams
which provide the basis for our recognition of different sound sources. As frequency is what
is encoded topographically in the auditory system, spatial location needs to be computed
from acoustic cues occurring at each ear. These cues include the interaural differences in
level and time of arrival of the sound and the location dependent filtering of the sound by the
outer ear (the monaural or spectral cues to location). From these cues the auditory system
is able to compute the direction and distance of the sound source with respect to the head.
In addition, motion of the sound source in space or continuous changes in spectral content,
gives rise to motion after effects.

3.9 Further reading
General texts
B.C.J. Moore, An introduction to the psychology of hearing (4th ed, London: Academic Press 1997)
E. Kandel, J. Schwartz, and T. Jessel, eds. Principals of neural science. (4th Ed,
McGraw-Hill, 2000). Chapters 30 and 31 in particular. 3.9.2 Acoustical and psychophysical basis of spatial perception
S. Carlile, "Auditory space", in Virtual auditory space: Generation and applications (S.
Carlile, Editor. Landes: Austin) p. Ch 1 (1996)
S. Carlile, "The physical and psychophysical basis of sound localization", in Virtual
auditory space: Generation and applications (S. Carlile, Editor. Landes: Austin) p. Ch
2 (1996)
Distance perception
P. Zahorik, D.S. Brungart, and A.W. Bronkhorst, "Auditory distance perception in
humans: A summary of past and present research", Acta Acustica United with Acustica,
91 (3), 409-420 (2005).
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